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	Executive summary (one page)



Aim
To clearly articulate your understanding of the business problem and to present its solution to management. 

Expectation

Business Problem
LP3: A business problem (or question) is stated succinctly in business terms.

Solution to Business Problem
LP4: The business solution succinctly described for executives and justified. Cross-references with the technical sections of the report provided for support, e.g. to tables, charts and plots.

Extension
LP3: Business decisions and actions that the analytic solution could support are well explained.
LP4: Business decisions and actions are clearly supported by the analytic solution. 
Any academic references cited throughout this report may be included in this section.

Hints
For clarity and to guide the markers, leave the words “Expectation” and “Extension”.
Do not attempt the extension unless the main objective has been achieved. 
If not attempting the extension then delete the extension section, together with the word “Extension”.
Use this font for your report, i.e. Arial 10 (and not MyTiniestFont 2).

Make sure your exec summary is very clear.
You can restate or rephrase the problem statement as you gain better understanding.
Do not invent your own problem – it has been given to you but may not be achievable in its current form.
Ensure that whatever problem you describe can be solved using the provided data.
Make sure the exec summary describes the problem from the business perspective and not a technical perspective.
Use business language and not computer / mathematical / statistical / data science language.
The problem statement should describe the high level aims and not the methods of their achieving.
Think and state the likely benefit of this project for the company and its management.
Think and state who the company clients are and what the likely benefits of this project are for them.
Ensure that your solution clearly matches the problem statement.
Ensure that the solution is formulated in terms of achieving the high-level aim.

Do not include any charts or tables in the problem statement section.
However, as appropriate cross-reference your problem statement with tables or charts from the following section, e.g. you can refer to them as “… (see Figure 1)” or “As shown in Table 4…”.

If you need to support your statements / analysis / argument with references to any published materials, use Harvard citation style as described in: http://www.deakin.edu.au/students/studying/study-support/referencing/harvard. As the executive summary should not take even one page, we suggest to include your bibliographic references at the bottom of this page, immediately below the executive summary (or problem description).

All comments, such as this, which are not part of your submission should be deleted to save space.
.

	Data exploration and relationships - Clustering in RapidMiner (one page)



Aim
To demonstrate your understanding of text processing and interpretation. 

Expectation
Review texts parsed. Dimensionality reduced. Text clustered and analysed using segmentation analysis. Various cluster parameters (k) experimented with and used. Emerging data relationships described. 
Answer to question (A) given and justified.

Extension
Text and selected structured data used in segmentation analysis. Clusters optimised. Diagnostic charts with PCA. 
Answer to business question (B) given and justified.

Hints:
For clarity and to guide the markers, leave the words “Expectation” and “Extension” in your report.
Do not attempt the extension unless the main objective has been achieved. 
If not attempting the extension then delete the extension section, together with the word “Extension”.
Use this font for your report, i.e. Arial 10 (and not MyTiniestFont 2).
Make sure that any included chart is readable (so do not shrink it into a microscopic size).
Make sure that if you scale the included screen shots you keep the image proportions (do not distort images).

The aim of this section is to report any insights emerging from the initial analysis and interpretation of text.
Include here the text of your analysis with tables and plots to be used as evidence to support the analysis. 
If you include any charts or tables, describe their important features (use arrows / boxes to highlight them).
Most importantly describe what those data features mean and how important they are, and why. 
For this submission, we expect you to perform analysis of mainly textual data.
You will need to use some nominal attributes to be able to answer the extension question.
You may include here parts of the RM process. If so, also include a brief description of the operators.
Do not include definition of terms or a “textbook” description of operations – we already know this!
If your analysis or results could only be determined by inspecting the process and running it, 
the marks will be reduced – if it is not in the report, it does not exist for the marker!

Avoid indiscriminate “dumping” of tables, charts or code into this section – all content must have some purpose.
All included charts, tables or RM processes (or their parts) have to be described or used in the discussion. 
Make sure that all charts, tables and important results are labelled for cross-referencing, e.g. “Figure 1 - Histogram of Overall Rating” or “Table 4 – Comparison of model performance”. 

If analysis or results could only be determined by inspecting the process or running it, the marks will be reduced.

All comments, such as this, which are not part of your submission should be deleted to save space.


	Data exploration and cleanup - Anomalies in RapidMiner (one page)



Aim
To demonstrate your understanding of anomaly detection in a mix of text and structured data. 

Expectation
Data anomalies identified and eliminated (in a mix or text and structured data)

Extension
PCA visualisation of anomalies included and analysed.

Hints:
For clarity and to guide the markers, leave the words “Expectation” and “Extension” in your report.
Do not attempt the extension unless the main objective has been achieved. 
If not attempting the extension then delete the extension section, together with the word “Extension”.
Use this font for your report, i.e. Arial 10 (and not MyTiniestFont 2).
Make sure that any included chart is readable (so do not shrink it into a microscopic size).
Make sure that if you scale the included screen shots you keep the image proportions (do not distort images).

The aim of this section is to report any insights emerging from the analysis and interpretation of complex data.
Include here the text of your analysis with tables and plots to be used as evidence to support the analysis. 
If you include any charts or tables, describe their important features (use arrows / boxes to highlight them).
Most importantly describe what those data features mean and how important they are, and why. 
For this submission, we expect you to perform analysis of a mix of textual and structured data.
You may include here parts of the RM process. If so, also include a brief description of the operators.
Do not include definition of terms or a “textbook” description of operations – we already know this!
If your analysis or results could only be determined by inspecting the process and running it, 
the marks will be reduced – if it is not in the report, it does not exist for the marker!

Avoid indiscriminate “dumping” of tables, charts or code into this section – all content must have some purpose.
All included charts, tables or RM processes (or their parts) have to be described or used in the discussion. 
Make sure that all charts, tables and important results are labelled for cross-referencing, e.g. “Figure 1 - Histogram of Overall Rating” or “Table 4 – Comparison of model performance”. 

If analysis or results could only be determined by inspecting the process or running it, the marks will be reduced.

All comments, such as this, which are not part of your submission should be deleted to save space.




	Create a Model(s) in RapidMiner (two pages / page 1)



Aim
To explain details of developed estimation models and selected methods for data preparation.
The purpose of this section is to explain your analytic processes.
Do not include here any process runs or their results!

Expectation
The following estimation models created (M1) random forests or GBTs, (M2) regression and (M3) neural nets. A mix of structured and text data used. Missing values handled as appropriate. Important parameters of operators described and their values justified.

Extension
Custom ensembles incorporated in the analytic process (self-study).

Hints
Your textbook will be extremely helpful in this task.
Include here screenshots of all or parts of the RM process.
If your process is very large, consider splitting it into sub-processes or separate processes.
If your process does not fit into this page, include only the most important parts.
By including arrows and text boxes (e.g. with numbers to refer to) annotate each operator and its properties.
Note that some of your justifications may utilise cross-referencing with tables or charts from other sections.
Avoid indiscriminate “dumping” of RM processes/models into this section – all content must have some purpose.

If analysis or results could only be determined by inspecting the process or running it, the marks will be reduced.

For clarity and to guide the markers, leave the words “Expectation” and “Extension”.
Do not attempt the extension unless the main objective has been achieved. 
If not attempting the extension then delete the extension section, together with the word “Extension”.
Use this font for your report, i.e. Arial 10 (and not MyTiniestFont 2).

All comments, such as this, which are not part of your submission should be deleted to save space.
	Create a Model(s) in RapidMiner (two pages / page 2)



This is a continuation of the section reported in the previous page. 
All comments, such as this, which are not part of your submission can be deleted to save space.


	Evaluate and Improve the Model(s) in RapidMiner (two pages / page 1)



Aim
To report and explain the performance of developed estimation models.
Here report all process runs, optimisation, their results, performance analysis and interpretation.

Expectation
Models optimised to minimise overall error, using MAE, RMSE and correlation. Cross-validation used (e.g. 3-fold for Neural Nets and 10-fold for others) and all model performance tabulated and compared (including custom ensembles if used).

Extension
Models’ hyper-parameters are optimised systematically using a grid technique. Results of the grid optimisation visualised and explained.

Hints
Your textbook will be extremely helpful in this task.
If you have few results to report, include here screenshots of your results (which will be OK).
If you have many results to report, include here a table of all results (preferred).
You need to describe and explain your results.
It is the most important that you include here the detailed analysis of your results – 
explain the impact of the obtained results on the future use of the model to support decision making. 
Avoid indiscriminate “dumping” of performance results – all content must have some purpose.

If model performance could only be determined by running the process, the marks will be severely reduced.

For clarity and to guide the markers, leave the words “Expectation” and “Extension”.
Do not attempt the extension unless the main objective has been achieved. 
If not attempting the extension then delete the extension section, together with the word “Extension”.
Use this font for your report, i.e. Arial 10 (and not MyTiniestFont 2).

All comments, such as this, which are not part of your submission should be deleted to save space.



	Evaluate and Improve the Model(s) in RapidMiner (two pages / page 2)



This is a continuation of the section reported in the previous page. 
All comments, such as this, which are not part of your submission can be deleted to save space.


	Provide an Integrated Solution in RapidMiner (one page)



Aim
To report the final results with justification.
To explain how to execute the developed process(es), either to replicate the results or to apply it to new data.
Also learn to create analytic processes that can be deployed to their operating environment, with all the relevant pre-processing, clustering, predictive and transformation models.

Expectation
[bookmark: _GoBack]Answer to question (C) is given and justified. Deployment process is created using the best model with the optimum parameters. Scoring of new data with the process is demonstrated (using deploy.csv data). It is clearly shown how to prepare new data, use the deployed process, and making decisions by end-user in practice. 

Extension
Pre-processing models, best predictive model, as well as, word lists, weights and PCA models saved for deployment. Saved models retrieved and applied to new data. Shown that a single enquiry handled.

Hints
In points form, include description of how to run the developed processes.
This description is for someone who wants to use your analytic processes.
Start with a description of how to prepare your data (e.g. in CSV) and where to place it.
The subsequent steps need to describe what RapidMiner processes need to be loaded.

Include here the details of your deployed process, with reference (back) to processes capable of creating all the relevant pre-processing, clustering, predictive and transformation models.

Ensure that discussed processes are referred to their name and that they are all included in your ZIP file.
If any of the operators’ parameters need to be altered (e.g. location of the CSV file), also describe.
If more than one process was developed, clearly specify their order and what to expect after running each process.
Illustrate all your steps with screen shots of results.
Use annotations (text and arrows) to point to the operators, data or results the user needs to note.
End this description with results leading to answering the business question.
Explain how the results were interpreted to arrive at the answers.
Make sure the answers are clear and highlighted.
Make sure that your answer is informative, i.e. it is from the business perspective (not techo), that it relates to the methods used and results produced (as understood by managers and users), and it includes some qualification in terms of the model performance (how much trust can be vested in the outcomes). 
Ensure that your answers find their way to the executive summary.

If analysis or results could only be determined by inspecting the process or running it, the marks will be reduced.

For clarity and to guide the markers, leave the words “Expectation” and “Extension”.
Do not attempt the extension unless the main objective has been achieved. 
If not attempting the extension then delete the extension section, together with the word “Extension”.
Use this font for your report, i.e. Arial 10 (and not MyTiniestFont 2).

All comments, such as this, which are not part of your submission should be deleted to save space.



	Further Research and Extensions in RM (one page)



Aim
To demonstrate your ability to seek new ways of solving analytic problems.

Expectation
Novel analytic methods or tools (2-3) are have been used in data analysis, modelling or visualisation beyond what was covered in class. If any were used in the previous sections, provide a clear cross-reference back.

Extension
Insights reported from data are compared with literature. 5-10 academic refs used in the report and a list of references was placed in the exec section.

Hints
Your textbook and/or web references will be extremely helpful in this task.

You may wish to perform some additional data analysis using RapidMiner, R or Python extensions, or some other analytics/data mining tools (however ensure that all the expected work in above sections is done using RapidMiner). Please, do not use Excel, which is not a data mining tool!

Any extra work you want to report must be fully explained in this section! We will not trust your word for it.
Include here the text of your analysis with tables and charts, and screenshots. 
If your previous sections include any innovative ideas in RapidMiner, you may want to describe them here and cross-reference with the relevant tables, charts or process models for us to find it and acknowledge your work.
If you decided to use other tools for this section only, your submission should also include their project scripts (e.g. include Python or R scripts in a ZIP archive together with the RMP files).

Most of all – we want to learn from you!

If analysis or results could only be determined by inspecting the process or running it, the marks will be reduced.

For clarity and to guide the markers, leave the words “Expectation” and “Extension”.
Do not attempt the extension unless the main objective has been achieved. 
If not attempting the extension then delete the extension section, together with the word “Extension”.
Use this font for your report, i.e. Arial 10 (and not MyTiniestFont 2).


All comments, such as this, which are not part of your submission should be deleted to save space.
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